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Sammanfattning
Molekyldynamik används för att simulera rörelser i molekylära system. Utifrån dessa
simuleringar kan slutsatser dras om exempelvis olika konformationer i molekyler och
interaktionsenergier mellan molekyler. Ett av problemen vid dessa simuleringar är de
omfattande beräkningar som måste göras. En simulering på en modern dator tar vanligtvis
flera timmar och ibland flera dagar. För att snabba på resultatet kan man låta flera datorer dela
på beräkningarna. Målet med det här projektet var att utveckla en parallell version av ett
molekyldynamikprogram.
För att styra kommunikationen mellan datorerna användes ett språk som heter Message
Passing Interface. Den stora fördelen med detta språk är att det är standardiserat så att det ska
gå att använda på alla sorters datorer.
Analyser av det färdiga programmet visar att den parallella versionen fungerar bäst på mellan
8-10 datorer. Då används i genomsnitt drygt 70 % av processorkraften i varje dator till
beräkningar i simuleringen. Övrig tid går åt till kommunikation och synkronisering mellan
datorerna.

Examensarbete 20 p i Molekylär bioteknikprogrammet
Uppsala universitet april 2003
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Introduction

1.1

Molecular Dynamics

One of the principal tools in the theoretical study of biological molecules is the
method of molecular dynamics simulations (MD). This computational method
calculates the time dependent behavior of a molecular system and thereby simulates the dynamics of the system. The simulations can provide detailed information on the fluctuations and conformational changes of proteins and their
ligands. Hence, MD is routinely used to investigate the dynamics and energetics
of biological molecules.
A simulation starts with a computer model containing coordinates of the atoms
in the molecules of interest, e.g. a protein and a ligand. The model is solvated
by adding water molecules in a grid. Most biological systems of significance are
water solutions filled with biomolecules and water must be added to mimic the
real situation.
In addition to the coordinates, the velocity of each atom is also needed to
start the simulation. These are usually derived from the temperature using
a Maxwellian distribution.
Every atom in the model is affected by its neighbours. That is the fundamental
clause in all MD simulation. The atoms surrounding a particular atom will
determine what forces it is subject to. These forces originate from properties of
the bonds between the atoms and from nonbonded interactions such as van der
Waals radius and electrostatic charges.
All forces acting in the system can be calculated using a suitable set of formulas.
When the resulting force acting upon each atom has been calculated, it will then
be used to derive the acceleration using Newton’s second law:
F=m·a

(1)

where m is the mass of an atom and a is its acceleration.
Finally, after making a time step, the coordinates and velocities can be updated
and then the process can start over again. Thus the execution of any MD
program involves the following steps.
• Input
Read the parameters setting up the simulation, the coordinates of the
particles and, if available, the initial velocities.
• Data structure initialization
Perform various preprocessing calculations.
• Time stepping
For each value of t = n × ∆t , n = 1, 2..., Nsteps
-calculate forces and apply boundary conditions
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-calculate new coordinates ri (t + ∆t) and new velocities vi (t + ∆t), i =
1, 2...Natoms
• Output
Store necessary information for analysis of the system and for a possible
subsequent run.
The output will contain a trajectory holding the coordinates of the atoms at
succeeding time steps. When examined, the trajectory reveals the movement of
the simulated molecules. It can also be used for calculating thermodynamical
quantities such as binding free energies, solvation free energies and activation free
energies. These energies are particularly interesting to calculate because they can
be related to real experiments. It is thus possible both to quantitatively verify
calculated results against experimental data and to make predictions which can
be tested experimentally.
One of the problems with MD simulations is its time demanding nature. The
time step of a simulation is in the femto second region and many hundred thousand steps must be made to get a reasonable result. A typical MD-simulation
will be several hours, or even days, long.
The most time consuming part of the simulation is the calculation of the nonbonded forces. Not because it contains any complex equations but because the
of the immense number of nonbonded interactions. Theoretically the number of
nonbonded interactions will be
Natoms × (Natoms − 1)
2
= O(Natoms
)
(2)
2
i.e the number of nonbonded forces scale by the power of two with respect to
the number of atoms.
Nnonbond =

In practice however, a cutoff is often used to limit the number of direct nonbonded interactions to calculate; only interactions within the cut-off will then
be considered in the simulation. The contribution of the electrostatic interactions outside the cutoff can be approximated by a multipole expansion method,
such as the the local reaction field (LRF) method [1].
LRF divides the molecular system into a number of groups and evaluates the
short- and long-range contributions to the potential of each group separately.
The short-range potential is evaluated explicitly, while the long-range potential
is approximated by the first four terms in a Taylor expansion.
Despite the cutoff, the nonbonded interactions sets the limit to the size of the
simulated system and to the length of the simulation.
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A program performing such MD-simulations is Q [2]. It was developed especially
for calculations of free energies in biomolecular systems. It primarily uses three
different methods,
I. free energy perturbation (FEP) simulations
II. empirical valence bond (EVB) calculations of reaction free energies
III. linear interaction energy (LIE) calculations of receptor-ligand binding affinities
1.2.1

Listing the pairs

Much of the work in Q revolve around a set of lists holding atomic pairs. All
these pairs have an interatomic distance less than a cutoff specified by the user.
Thus, the lists keep track of all pairs that will be considered in the calculations
of the nonbonded forces.
Q discriminate between three different types of atoms; q-atoms, solute-atoms
and solvent-atoms. The solute- and solvent-atoms are called protein- and wateratoms to avoid mix ups, but they can still represent any solute or solvent. The
q-atoms are special atoms of interest, e.g. the ligand to a protein or a set of
amino acid residues in the active site of an enzyme. Q-atoms are the atoms
transformed in EVB and FEP and are monitored separately. They are typically
very few compared to the total number of atoms in the system.
The atoms in Q are arranged in so called charge groups. The charge groups
are introduced to avoid artifacts in the calculations of the nonbonded forces.
They are designed to appear neutral or integer charged when observed from a
distance, i.e the sum of partial electrical charges dispersed in a group will add
up to an integer number or zero. A typical example of a charge group is the
water molecule. The molecule is neutral but has an electrical dipole making the
oxygen and hydrogen partially charged. Assume that only one or two of the
atoms in the molecule would fall within the cutoff of an arbitrary atom. Then
this atom would experience an artificial electrical charge and the force acting on
the atom would be incorrect.
The three types of atoms mentioned above make up six types of pairs. They are:
q-atom–q-atom (qq), q-atom–protein (qp), q-atom–water (qw), protein-protein
(pp), protein–water (pw), i.e all six possible combinations. The different pair
types let Q handle the energy- and force calculations in an optimised way for
the different types of pairs. There is one list for each type of pair.
It is important to understand how the lists are constructed before any parallelisation can be discussed. They are put together by an iterating process in
two steps. There is an outer loop iterating through all combinations of charge
groups and an inner loop iterating through all atoms of the two charge groups
in the outer loop. If the center of a charge group is within the cutoff of another
4
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in the outer loop, the second loop is executed. If the two charge groups are not
within the cutoff the inner loop is skipped. Thus, it is the distance of the charge
group centers that decide if two atoms are added to a list, rather than the direct
interatomic distance.
Furthermore, the second loop is skipped in two additional cases to make sure
each nonbonded interaction only is counted once. Before charge group i is tested
along with charge group j for their (mutual, reciprocal, intergroupic) distance,
they are checked for two criteria:
• if i > j and the sum of the two charge group index is even
• if i < j and the sum of the two charge group index is odd
If any of them evaluate to true, the pair is skipped. The algorithm vouch for
a more evenly spread coupling between the charge groups and the nonbonded
interaction than just skipping the charge groups pairs where i < j. The use of
this will become evident in section 4.4.

1.3

Aim of the project

It would naturally be desirable to speed up the calculations; both to achieve
faster calculations and to be able to explore larger systems. One way of doing
this is to let several computers share the computational burden. A network of
computers can split the task into smaller pieces and compute them separately
before the results are put back together.
The aim of this project is to make a parallel version of Q that is able to run on
at least ten processors simultaneously with reasonable efficiency. A distributed
parallel computer is merely a bunch of processors that are connected to each
other via a network, Fig. 1. The processors have their own memory and hard
disk, and can share work by communicating through the network. Hence, it is
important to have a fast network to obtain high efficiency in a parallel program.

CPU
HD
Figure 1: The concept of a distributed parallel computer. Many processors (CPU)
with their own memory (HD) are connected by a network.
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Message Passing Interface

Message Passing Interface (MPI) is a standardised interface that handles the
communication between processors during execution of a program[3]. It defines
the syntax and semantics of a set of library routines that are useful when writing
parallel programs in Fortran or C.
The big advantage with MPI compared to other parallel routines is its portability. Written source code can easily be compiled and executed on any operating
system as long as it has a functional version of the MPI library routines.
All massively parallel processing (MPP) systems provide some sort of message
passing library specific to their hardware. These libraries provide great performance, but an application code written for one platform cannot be ported to
another. With MPI, portable programs can be written which take advantage of
the specifications of the hardware and software specific to a certain platform.
The MPI calls are very efficient because the implementors have tuned these calls
to the underlying hardware and software environment. MPI is the first standard
portable message passing library that offers good performance.
MPI is not a true standard in the common sense though; it was not issued by a
standards organization such as ANSI or ISO. Instead it is a ”standard by consensus”, designed in an open forum that included hardware vendors, researchers,
academics, software library developers, and users. Representing over 40 organizations, this broad participation in the development ensured a rapid progress as
a widely used standard for writing message-passing programs.
The routines available in MPI were developed for distributed memory machines,
i.e machines where each processor have its own associated memory. Thus, no
processor can read or write in the same memory. Often a parallel job is divided
into a master processor, or node, and its slaves. The master node is responsible
for initiating the slaves, distributing the work and finally collecting the result.

2.1

Point-to-point communication

Point-to-point communication is the most intuitive way of communication. It
involves two processors which send data from one to the other. It is like sending
a letter where two people communicate directly with each other. The pointto-point communication routines can be divided into blocking and non-blocking
routines. The blocking routines prevent the invoking node from doing anything
until the send or receive operation is executed. On the contrary, the non-blocking
routines allow the node to proceed in the execution of the program, regardless
of whether the send/receive operation has finished.
Examples of blocking routines are MPI SSend and MPI SRecv, which send and
receive data respectively. The MPI SSend routine is invoked by the sender and
MPI SRecv by the receiver. The extra S before Send and Recv denotes synchronised, which means that the sending processor has to wait for the matching

6
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Figure 2: Example of blocking point-to-point communication.

receive call before it can send, Fig. 2. Likewise, if the receiver calls MPI SRecv
first it has to wait for the send.
The blocking behaviour is not always desirable. Sometimes computations can be
allowed on parts of the data not involved in the sending/receiving, which reduces
the inefficient idle time. The non-blocking routines MPI ISend and MPI IRecv,
Fig. 3, are the standard non-blocking routines. MPI ISend uses slightly different
strategies when sending, depending on the size of the transferred data. Under a
certain threshold the MPI ISend executes a buffered send, i.e the data is send
to a buffer and then sent to the receiver when a matching receive is posted.
When the data is larger than the threshold the MPI ISend allows the sender
to continue computing until a call to MPI Wait is made. Then the sender is
blocked until the matching receive is posted and the data is sent.

Figure 3: Example of non-blocking point-to-point communication.

2.2

Collective communication

This family of communication routines is more like a conference where messages
are sent from and/or received by many nodes. Three such routines are used in
the parallel version of Q; MPI Broadcast, MPI Scatter and MPI Gather, Fig. 4
and 5.
The routine MPI Broadcast merely distributes the specified data to all other
nodes in the community. It is mainly used by the master node, either when the
slaves are initiated or when some data needs to be updated.
MPI Scatter is applied on arrays of data. The routine splits an array into Nnodes
equal pieces. The pieces are then distributed, one to each node. Thus, if the
7
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Data array
A0

Broadcast

Processors

A0
A0
A0
A0

Figure 4: The broadcast routine.

sending part has an array of ten elements in a community with ten nodes, each
node will end up with one element after scatter is performed.
MPI Gather also manage arrays of data. Actually, MPI Gather is the operational opposite of MPI Scatter. The communication in this case is many to one;
many nodes are sending data to one node who gather the data in an array. It
can e.g be used by the master node to collect computational results from the
slaves.
Data array
A0

A1

A2

Scatter

A3

A0
A1

Processors

A2

Gather

A3

Figure 5: The two routines scatter and gather.
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Software profiling

Software profiling is a useful tool in the process of planning a parallelisation.
It illustrates how the execution time of a program is dispersed among the subroutines. From that information a plan for the parallel implementation can be
outlined.
The profiling of Q was conducted with the intrinsic time function in fortran.
By measuring the time before and after a call to a subroutine, the execution
time spent in that routine was calculated. By adding all calls to that particular
subroutine during the whole execution, the fraction of the time consumed by the
subroutine was obtained.
The time analysis was made on a system containing a single amino acid of 14
atoms, aspartate, solvated in a 20 Å sphere with 1131 water molecules. The nonbonded lists were updated every 30 steps This example was chosen to represent
a run of molecular dynamics with a fully solvated protein.
The results of the analysis are shown in Fig. 6. The subroutine md run contains
all calculations, except a few initializing ones, and is the intuitive staring point.
As expected, the profiling shows that almost 100% of the execution time is spent
in md run. This profile suggests that the underlying subroutines make pair lists
and pot energy nonbonds are the subroutines to parallelise.

make_pair_lists = 14.60%
md_run ~ 100%

pot_energy_bonds = 1.04%
pot_energy = 85.25%
pot_energy_nonbonds = 82.95%

Figure 6: Profiling of Q. The numbers correspond to percent of total execution
time. Together the subroutines make pair lists and pot energy constitute over
99% of the execution time.

To illustrate the effect that the choice of model has, another molecular system
was computed to create a new profile, Fig. 7. This time the system was chosen
to represent the situation when only a small part of the protein is solvated, e.g
when a sphere around an active site is closely monitored.
The model contains a glucose binding protein, 3GBP, and its ligand, glucose.
There were 2866 atoms in the protein model and 51 water molecules were added.
The cut-off was set to 10 Å for all nonbonded interactions and the nonbonded
interactions lists were updated every 50 time step.
The number of nonbonded interactions in the second test simulation was relatively low due to the small exclusion radius. The exclusion radius defines the
sphere wherein the nonbonded interactions are calculated. Outside only bonded
interactions are calculated.

9
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make_pair_lists = 11.47%
md_run ~ 100%

pot_energy_bonds = 30.59%
pot_energy = 84.05%
pot_energy_nonbonds = 51.89%

Figure 7: The profile obtained using another molecular system with less water.

In this case the radius of the exclusion sphere was only 14 Å, leading to a
relatively small number of nonbonded interactions. Out of the 2866 atoms in
the protein 2178 were excluded from the sphere. They affect the ratio between
the bonded and the nonbonded interactions in favor to the bonded, hence the
high percentage of time in pot energy bonds. When a larger sphere is used and
more water molecules are added the percentage of time in pot energy nonbonds
will increase.
The profile will hence vary a lot depending on the molecular system and the
settings for the cutoff and the list-update parameter. The essence of the profiling is that pot energy nonbonds and make pair lists are the most important
subroutines to parallelise. If spherical boundary conditions are used on large
proteins pot energy bonds should be parallelised as well.
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4.1

IMPLEMENTATION

Implementation
Strategy

The design of the parallelisation was kept simple to fit the size of a degree project.
The initial idea was to split the nonbonded lists among the slaves and let the
master handle all the bonded force calculations. It is not an optimised way to
parallelise the program since there will be a phase during the updating of the
coordinates when all slaves will be idle. This method will thus scale badly when
the number of participating processors increase. The big advantage though is
that the idea is fairly easy to implement.
A different approach, where each node is assigned a fraction of space, can be
made to scale better for larger number of processors as shown in Kale et. al.
[4]. When the processors are arranged in a virtual topology mimicking a cubicle
they only have to communicate with their neighbours. The drawback with the
virtual topology though, is the complex architecture that requires a considerable
amount of work.

4.2

Initiation of nodes

The first step in a parallelisation is the initiation of the slave nodes. Before
any calculations can be executed global variables must be created and assigned
their correct value. In an MD-program it involves variables like the number of
atoms and the coordinates of all atoms. The necessary variables are broadcast
to the slaves by the master. Furthermore the initiation includes allocation of
the dynamic arrays and filling them with the proper values from the master.
Most of the initiation is not significant from the speedup point of view, but
is very important to the computational result. If the initiation is erroneous the
execution of the program will fail. It will not necessarily crash, since all variables
except the dynamic arrays are created when a slave node is constructed. But
it will give the wrong result in most cases since the variables created have an
arbitrary value making the result complete nonsense.
In the initiation of the slave nodes, great care was taken to make sure that all
important variables were given their right value. The foremost problem was to
find all variables dispersed in several different modules. All important variables
are broadcast to the whole population of nodes.
The last part of the initiation is the assignment of the charge groups. It is
the only part of the initiation that is of importance to the efficiency of the
parallelisation. The assignment is discussed in section 4.4.

4.3

Time stepping loop

The time stepping loop is the delicate part. Let us recapitulate what we know
about the structure of Q. As seen in section 1.1 and 1.2 the time loop is essentially
11
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made up of force and coordinate calculations. They are the variables of analytical
interest and are updated in every time step.
The computation of the coordinates is very fast and not suitable to parallelise.
Thus, we concentrate on the vast force calculations. They can be divided into
bonded and nonbonded forces and Q contains separate subroutines to handle
the two different cases. Since the number of nonbonded interactions scale by
2
O(Natoms
), compared to O(Natoms ) for the bonded, the parallelisation of the
nonbonded force calculations is an appropriate starting point.
Here is only presented a solution where the nonbonded force calculations are
made in parallel. The master is left to handle all bonded and q-q-nonbonded
forces. It is not an optimal solution but the structure of the program favoured
this decision.
In addition to the force and coordinate calculations that are done in each time
step, the lists of the nonbonded pairs are reconstructed at an interval defined
2
by the user. The lists are quite expensive to construct. All Natoms
pairs have
to be checked to see if the interatomic distance is within the cutoff. In one of
the profilings above, Fig. 7, the list construction only consumed 11.5% of the
total run time. It can vary a lot though, depending on how often the lists are
updated. If the lists were updated every 25 steps, which is not unlikely, the list
generation would be almost 12% of the run time.
20% is a considerable amount of time and they would be very efficient to make in
parallel since no communication is needed during the construction. All communication that is required is a broadcasting of the assigned charge groups. From
these the slave nodes can build their own lists totaly independent of the others,
and still the whole pair space will be covered.
The final structure of the time stepping loop can be observed in Fig. 8. The
flowchart starts at the beginning of the time stepping loop in the subroutine
md run. First of all the lists are constructed from the assigned charge groups.
This step is repeated every 20-50 steps, otherwise the call to make pair lists is
skipped. The lists are created in parallel, indicated by the // in the figure.
In pot energy the nodes are checked for their status, master or slave. The master
starts with one call to MPI IRecv for every slave. MPI IRecv is a non-blocking
routine that allows the master node to continue without waiting for the corresponding MPI Send. It then calculates all bonded forces before waiting for all
slaves to send their results. Hopefully the master has finished its calculations
ahead of the slaves. Otherwise the calculation is stalled in a very inefficient way;
only the master is actually doing any work while all slaves are idle. Thus the
efficiency of this implementation is dependent of the ratio between the number
of bonded calculations and the number of nonbonded divided by the number of
slaves.
When the slaves come to pot energy they immediately descend into
pot energy nonbonds to calculate the nonbonded forces and energies. When they
return they send the forces and energies to the master and then continue on until

12
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md_run
if(update lists) = true

make_pair_lists
md_run
pot_energy
master

slave

MPI_Irecv

pot_energy_nonbonds
pot_energy_bonds
MPI_Send forces

MPI_Wait_All
Sum forces

pot_energy
Update coordinates
MPI_Broadcast coordinates

md_run
i z Nsteps
i = Nsteps

Figure 8: Flowchart of the time stepping loop.

they have to wait for the master to broadcast the new coordinates at the end of
md run.
As the master have received all forces and energies, they are summarised. The
forces are used to calculate new coordinates which are broadcasted to the slaves.
The energies are written to file every 10-20 steps. If i < Nsteps the loop finally
returns to the beginning again.

4.4

Node balancing

Is is critical to have good synchronisation between the processors, otherwise a
lot of unnecessary idleing is introduced. In Fig. 9 and 10 the efficiency lost due
to bad synchronisation becomes evident. Both figures show a single time step,
starting where the master node sends the new coordinates to all slaves. The
section labelled User Code represents the calculations of the nonbonded forces,
which afterwards are sent to the master. Each sending procedure is indicated
by a black line. A slave node that has finished its share of calculations continues
on until it must stop to wait for the master to broadcast the coordinates. The
idle part is thus indicated by the MPI Bcast section in the figures.
Figure 9 and 10 were generated from two different versions of Q, balanced and
13
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Figure 9: Example of bad synchronisation with idle processors.

unbalanced. The diagrams were created from calculations on the same molecular
system, hence the number of nonbonded interactions are equal in the two cases.
The total time of the User Code is therefore the same, but the real time of the
loops differs by 40 % as a consequence of the bad synchronisation. As we shall see
later the time difference between the two implementations will vary depending
on the molecular system being simulated.

Figure 10: Example of good synchronisation with balanced nodes.

The unbalanced version was developed using the ’keep-it-simple’ strategy. A
short algorithm split the number of charge groups evenly among the slave nodes
and then distribute them. The problem is that each charge group will generate an
arbitrary number of nonbonded pairs when the lists are constructed. Arbitrary
within the limits set by the number of atoms in the charge group times the
number of atoms in the charge groups that are selected by the criteria in section
1.2.1. Hence, the nonbonded pairs will vary between the slave nodes, causing
the bad synchronisation.
To obtain balanced nodes in each time step the nonbonded pairs have to be split
evenly among the slaves instead of the charge groups. This is done by counting
all nonbonded pairs first and file how many pairs that are coupled to each charge
group. From that information can be derived how many charge groups a slave
node needs to be assigned. When the slave nodes later create their own lists of
nonbonded interactions they will end up with approximately the equal number
of entries in their lists.
To sum up, the two implementations differ in how the load assignment is defined.
14
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In the unbalanced version, the slave nodes have equal number of charge groups
but unequal number of nonbonded interactions to calculate. The situation is the
opposite in the balanced one. The names of the two versions will be retained
from here on, although both versions are balanced in some sense as we shall see
below. A comparison between the performance of the two implementations is
laid out in section 6.1.
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Performance analysis

5.1

Background

It is important to analyse how fast the parallel version of a program is compared
to the sequential. The cardinal idea with the parallelisation is to shorten the run
time. Now we shall see how we can evaluate how much faster the program is and
hence the quality of the parallel program. First of all we define the execution
time as the time elapsed between start and termination of a program. Thus it
includes both the calculations and other operations such as input, output and
communication.
5.1.1

Speedup

Next we define the absolute speedup as
Sp =

sequential time
Ts
= 1
parallel time
Tp

(3)

where T1s is the execution time for the best sequential program and Tp is the
execution time for the parallel version with p processors. The absolute speedup
gives a measure of the improvement achieved by the parallelisation, i.e how many
times faster is the parallel version compared to the original.
To study how well the program scales as the number of processors increase we
now define the relative speedup Sprelative :
Sprelative =

T1
Tp

(4)

Sprelative describes how many times faster the parallel version of the program run
with p processors compared to one single. It gives a an estimate of the scalability
when plotted against number of processors. If we construct a graph containing
both relative and absolute speedup it will look something like Fig. 12. The
graph also contains the linear speedup calculated as
t(p) =

T1s
p

(5)

The linear speedup is the upper theoretical limit to how much faster a program can become through parallelisation. In some exceptional cases though the
speedup can exceed linear speedup, so called super linear speedup. This effect
is not expected in this project. To obtain super linear speedup the computation must be divided into smaller subproblems where the cash memory is better
utilised.
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Efficiency

The parallel efficiency, η, is defined as
η=

sequential time
T1s
=
P × parallel time
P × Tp

(6)

where P is the number of processors. The efficiency describes how well the total
cpu-time is utilised compared to running with the sequential program.
As with the speedup we can also define the relative parallel efficiency as
ηrelative =

T1
P × Tp

(7)

It describes the relationship between the computations and the communication.
If ηrelative = 0.5 the processors will in average spend half their time communicating or waiting for other processors. Naturally, high values of both speedup
and efficiency are desirable.
5.1.3

Logarithmic diagram

If we log both sides of eq. 5 we get
log t(p) = − log p + logT1s

(8)

which is a straight line. We call this line the line of linear speedup. The line
describes the ultimate behaviour of a parallel program when the number of nodes
increase. In a similar way we can define the line of scalability as
t(p) =

T1
=⇒ log t(p) = − log p + logT1
p

(9)

The two lines from eq. 8 and 9 become useful in a log-log plot of the execution
time versus the number of processors (see example in Fig. 11).
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Figure 11: Example of logarithmic execution time diagram.

We shall now see how we can use these two lines to determine the cross-over
efficiency and estimate the scalability of the program. The cross-over efficiency
tell us the number of processors required to get the same execution time as the
sequential program have. In the example in Fig. 11 the cross-over efficiency is
approximately 1.8, i.e we only need 2 processors to make the parallel program
run faster than the sequential.
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Results

Before any performance analysis is made the computational result must be confirmed by the verifying the output from the parallel version. If it doesn’t match
the output from the sequential a performance analysis would be meaningless.
The results from the computations would just be nonsense. No tables are presented in this report but, as with the initiation of the nodes, great care has been
taken to confirm that the output from the parallel version is correct.

6.1

Node balancing

The implementation of the node balancing was evaluated by comparing the
execution times for the balanced version and the unbalanced. Two molecular
systems were used. The first system models a potassium channel protein with an
associated ligand, solvated in a 25 Å sphere of water. The model contained 9942
solute atoms and 904 water molecules. The other system was an amino acid of
14 atoms, aspartate, solvated in a 20 Å sphere with 1131 water molecules. The
results were analyzed by observing the speedup for different sets of runs, and by
viewing the communication between the nodes graphically.
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Figure 12: Speedup diagram with the balanced version versus the unbalanced.
Tests performed with the potassium channel molecular system.

Speedup for the two implementations can be viewed in the graphs in Fig. 12
and 13. Fig. 12 shows one curve for each implementation, balanced and unbalanced. They were both created from execution times of computations on the
first molecular system, the potassium channel. The curves in Fig. 13 were based
on computations on the second molecular system, the amino acid.
In addition to illustrating the difference between speedup for the balanced and
unbalanced version, Fig. 13 also shows the insignificant difference between rel19
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Figure 13: Speedup diagram with the balanced version versus the unbalanced.
Tests were performed with the aspartate in water molecular system. Note the
overlapping absolute and relative speedup for the balanced version.

ative and absolute speedup. The lack of divergence between the relative and
absolute speedup is an outcome of the execution times for the parallel version
running on one node and for the sequential version; they are practically the
same. Thus, virtually no performance is lost when running the parallel version
on only on node. It also means that the cross-over efficiency is one.
When we study the curves from Fig. 12 and 13 belonging to just one of the
implementations we notice a large difference in performance. The speedup obtained when running the balanced version on ten nodes in Fig. 13, we see that
it is well over six, whereas the speedup in Fig. 12 for ten nodes only is about
four.

Figure 14: Three succeeding time steps in the execution of the balanced version
modelling the system with aspartate in water.

The poor performance of the balanced version computing the potassium chan20
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nel is dependant on two factors. The first one is a higher fraction of bonded
interactions due to the intramolecular interactions in the large protein. Since
all bonded calculations are assigned to the master it will limit the maximum
speedup.
Consider the master node, labelled ’Process 0’, in Fig. 14. The figure shows
three time steps as the balanced version simulate the system with the aspartate.
The figure shows that the master node has finished its share of calculations well
in time before the slaves wants to send their results. Thus, the slaves don’t have
to wait for the master, which is the case in Fig. 15. Here the master still has
bonded calculations to do when all slaves are done with theirs. The outcome is
a very inefficient situation where nine nodes are waiting for one instead of one
waiting for nine.

Figure 15: Three succeeding time steps in the execution of the balanced version
modelling the system with the potassium channel.

As an additional example, consider a simulation where ten percent of the total
interactions are bonded. The optimal solution would then be to have ten nodes.
Then, theoretically, all nodes would complete the calculations in a time step at
the same time. Thus no node will have to wait for another in the gathering of the
calculated forces. Of course the example is somewhat simplified, not taking into
account the time consumed by communication, but we can still use it to see what
happens when the number of nodes is increased. When the nodes are increased
to nineteen, the assignment to each slave is only half of what it was when there
were ten nodes. Suddenly all slave nodes must wait for the master before they
can send their results. Thus, the eighteen slaves are idle half of the time in one
time step. Suddenly the efficiency goes down to 0.5 from 1, approximately. The
conclusion is to keep the load on the master as low as possible.
The second factor decreasing the performance, actually the more dominant in
this case, is the problem with the excluded charge groups. Even though the
work load in every time step is very good after the node balancing, Fig. 15, the
generation of the lists really spoil it all.
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The reason is the double loop in the subroutine setting up the list of nonbonded
protein-protein interactions discussed in section 1.2.1:
loop1: do i = start, end
!for all assigned charge groups
if (excl(i))
!skip if excluded
cycle loop1
loop2: do j = start, end
!for all assigned charge groups
if (excl(j))
!skip if excluded
cycle loop2
’calculate distance and compare to cutoff’
The loops iterate over all charge groups and check if they are within the cutoff.
Fortunately, each loop first verifies that the charge group is not excluded before
proceeding, i.e that the charge group is within the exclusion radius. Without
the check all charge groups would be tested against each other, thus performing
2 ) measurements. With the check, only the included charge groups are
O(Ncgp
checked for the distance. If both charge groups are included and the calculated
distance is less than the cutoff the program proceeds by calculating the forces
acting between all atoms in the two charge groups.
The problem is the second loop. The first loop is only iterated once, but the
second loop is iterated once for each included charge group. Thus, if 500 charge
groups are included and 8000 are excluded, the first loop only does 8500 checks
whereas the second loop does 500 · 8500 = 4, 250, 000 checks. If the loops could
pick the included directly, i.e having a separate list with included, the second loop
would only be 500 · 500 = 250, 000. Hence, the total time of the list generation
would be reduced to one seventeenth in the sequential version.

Figure 16: List generation and thirty time steps for the system with the potassium
channel. The balanced version was executed on ten nodes. Note the length of
the list generation and compare it with the total length of the succeeding 30 time
steps; they are virtually the same.
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In the parallel version the 4.2 million loop steps are not distributed evenly
among the slaves. This is the reason for the modest speedup. Unfortunately
the last node is assigned many more included charge groups than the other in
the test simulation with the potassium channel. Thus, the last node has to iterate through the second loop many more times than the other nodes, causing it
to be far behind the others.
Likewise do the list containing the protein-water interactions cause the same
problem. The second loop iterates through the water molecules in this case.
It is still slow and the node with the most included protein charge groups will
fall behind the others. The pw-list is not possible to speed up though, as the
pp-list was. All waters in a simulation are usually included in the nonbonded
interactions, and hence can the second loop not be shortened.
The making of these two lists account for the unbalanced list generation seen in
Fig. 16. When we consider the system with the aspartate, where no atoms are
excluded, the making of the list is much more balanced, Fig. 17.

Figure 17: Generation of the nonbonded lists and thirty succeeding time steps
for the system with aspartate in water. The balanced version was executed on
ten nodes.

Noticeable in Fig. 16 and 17 is the relative length between the creation of the
lists and the succeeding thirty time steps. The time of the list making is very
long compared to a single time step. Any performance lost during the list making
will affect the efficiency a lot, even though there are thirty time steps on one list
updating.
As an example, consider the graph in Fig. 13. It shows that the unbalanced
version is faster than the balanced. How can that be possible when the balanced
version is optimised in every time step? The cause depends on the fact that the
unbalanced version has balanced list generation, Fig. 18. The nodes are assigned
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exactly the same number of charge groups, and since there are no excluded and
the system is very homogenous the performance loss in the time steps is very
small, Fig. 19.

Figure 18: List generation and thirty time steps for the system with aspartate in
water. The unbalanced version was executed on ten nodes.

Thus, the final result is that the unbalanced version is faster than the balanced
in this case. The example demonstrates that the loss of efficiency during the list
making can be more important than the loss of efficiency in the time steps. It
will not be true if the system is less homogenous, i.e the nonbonded interactions
are less evenly distributed among the charge groups, or if there are any excluded
charge groups.

Figure 19: Three succeeding time steps in the execution of the balanced version
modelling the system with the potassium channel. The unbalanced version was
executed on ten nodes.

As a consequence, the best implementation of the parallelisation is dependent
of the molecular system modelled and, perhaps more important, the ratio of
the list-updating. The less often the lists are updated, the better efficiency is
24
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obtained.

6.2

Maximum efficiency

To come around the problem with the excluded charge groups the system with
the aspartate was used to test the efficiency of the parallelisation. The system
contains no excluded atoms and very few bonded interactions. Hence, the slaves
can be well balanced and the master node is not burdened with calculations.
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Figure 20: Speedup for a series of systems with a single aspartate in water. The
balanced version was used.

The balanced version was tested with three different problem size, i.e the number
of nonbonded pairs was varied. The first system had 0.5 million nonbonded
pairs generated by a solvent radius of 20 Å, and a cutoff at 10 Å. . The second
system had the same solvent radius but as the cutoff was increased to 15 Å, the
nonbonded increased to 1.4 million pairs. The last system held 2.9 million pairs
generated by a solvent radius of 25 Å, enclosing 2099 water molecules, with the
cutoff set to 15 Å.
The speedup obtained in the three cases can be viewed in Fig. 20, and the corresponding efficiency is displayed in Fig. 21. As expected the larger systems reach
higher speedup and efficiency. The fraction of time consumed by communication
becomes less as the number of nonbonded increase.
Since the master is not participating in the nonbonded calculations and the
system contains practically no bonded interactions, the maximum speedup that
can be obtained is
Spmax = Nprocessors − 1

(10)

This feature leads to a decrease in the absolute speedup. In fig 20 is a line
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representing Spmax . It is interesting to compare the speedup obtained with the
Spmax -line. Thus, given the limits of the implementation, the speedup for the
first three or four slave nodes is close to maximum even though it is very far from
linear speedup. If the master could be involved in the nonbonded calculations
linear speedup could be obtained for the first few nodes.
Using the same argumentation as in eq. 10 the maximum efficiency is derived
as
η=

Nprocessors − 1
Nprocessors

(11)

The maximum efficiency is displayed in Fig. 21. It is close to it’s maximum
theoretical value for the first two slave nodes, but then it drops off as the communication becomes a larger part of the execution time. The first drop in efficiency to 0.5 is due to the master being idle when the slave is computing and
the slave being idle when the master is proceeding with the program. Thus, one
of the nodes are always idle when only one slave node is used. Best efficiency is
obtained when five to eight nodes are used.
Noticeable in the two graphs in Fig. 20 and Fig. 21 is the fact that better
efficiency is obtained when a large system is being computed. Thus, the parallel
version is beneficial to use on very big molecular systems.
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Figure 21: Efficiency for a series of systems with a single aspartate in water. The
balanced version was used.

A feature that hasn’t been discussed so far is the critical region of each time step
when all slaves are waiting for the master to update the coordinates. The part is
very important to retain as short as possible, in order to get good efficiency. A
problem arises when shake is used. Shake is an iterating algorithm to constrain
bond lengths in the protein and, especially, in the solvent. The dilemma is that
shake is executed in this critical region.
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Figure 22: Execution of the balanced version modelling the system with aspartate,
with shake and without. Shake is done in the top figure and is turned off in the
lower figure. Notice the different time scales of the two figures.

A comparison between an execution with shake and without is made in Fig. 22.
The difference is quite obvious. The top figure is made without shake and the
lower one with, otherwise they are exactly the same. Shake adds an extra 25 ms
to each time step of 100 ms, thus creating a lot of idle time for the slaves. The
loss of efficiency is even worse when the number of slave nodes is increased.
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Concluding remarks

For a system with a small fraction of bonded interactions, and very few, or none,
excluded atoms we reach a reasonable speedup on ten processors. A simulation
like that executed on ten nodes would only take one sixth of the execution time
for the sequential version, provided the bandwidth of the network is sufficiently
fast.
The parallel version of Q is very sensitive. It requires a high bandwidth on
the network between the nodes, otherwise a lot of efficiency is lost due to idle
processors. The most critical stage is the synchronised step when the master
is broadcasting the coordinates. If this step is slow it will definitely affect the
performance in a bad way, since the broadcasting is done on every time step.
Furthermore it requires a high degree of knowledge from the user. An ignorant user would not obtain good speedup. One example is the shake problem
discussed above (see section 6.2). There is no simple way to come around this
problem in the implementation of the parallel version, and for that reason it was
left unhandled. If a user should execute the program with the shake parameters
on he would get correct results in the end but he would have to wait.
Thus, to achieve good speedup a user must, apart from having a fancy parallel
computer, carefully select what molecular system to simulate and choose good
parameter values for e.g the cutoff and how often to update the lists.
It has been shown that the program is more efficient when a large system is
computed. However, the parallel version can never be more efficient than the
sequential, even for a very big system. It is faster in real time to use the parallel
version but not as efficient as using the sequential. Thus, if several executions
are going to be made, e.g to calculate mean value or standard deviation, it is
better to use the sequential version. Five executions on five nodes will always
be faster with the sequential version.
The advantage of the parallelisation is the ability to run very large systems much
faster. An execution that would take a week on a single processor can be done
overnight using ten nodes.

7.2

Future work

The work so far has covered parallelisation of the spherical boundary condition
(SBC). SBC defines a sphere wherein nonbonded forces are calculated, outside
the sphere only bonded interactions are considered. Thus, only the sphere needs
to be solvated in the simulation. Typically the sphere is defined around an active
site of an enzyme. Q can also make use of periodic boundary condition (PBC),
where the whole enzyme is but in a box with water. The box represents the whole
universe; when a molecule drifts across the boundary of the box it simultaneously
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drifts into the box from the opposite side. The parallel version of PBC has not
yet been implemented. It would perhaps give even better efficiency than the
SBC, since no charge groups are excluded and larger solvation region means
more water molecules and many more nonbonded interactions.
Furthermore the parallelisation of SBC can be improved. First of all the bonded
interactions should be distributed among the nodes and then the master should
be incorporated in the calculation of the nonbonded interactions. Perhaps it
should be given a slightly lower load than the slaves to compensate for the
communication. Finally the problem with the excluded can be considered. A
possible solution is to make an additional list holding all charge groups that are
not excluded.
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