
 
 

UPTEC X 02 009               ISSN 1401-2138 
MAR 2002 

 
 
 
 
 

 

 HILLEVI LINDROOS 

 

Development of a 
visualisation tool for 
metabolic pathways: 
comparisons of genomes 
and/or gene expression data 

 
 
 
 
 
  Master’s degree project   
 
   



 

 
Molecular Biotechnology Programme 
Uppsala University School of Engineering 

 
UPTEC X 02 009  Date of issue  2002-03 
Author 

Hillevi Lindroos 
 
Title (English) 

Development of a visualisation tool for metabolic pathways: 
comparisons of genomes and/or gene expression data 

 
Title (Swedish) 
 
 
Abstract 
 
A tool for comparisons of metabolic pathways in different organisms, and for visualisation of 
microarray data for enzymes in metabolic pathways, was developed. Enzymes in metabolic 
pathways are coloured according to their presence or absence in an organism’s genome, or 
according to their expression level in a microarray experiment. Several organisms or 
microarray experiments can be compared simultaneoulsy. The program was written in Perl 
and is accessed through a web browser. It was applied to the analysis of data from a  
microarray experiment with Bartonella henselae. 
 
Keywords 
 
metabolic pathways, KEGG, microarray, gene expression, genome comparisons, 
visualisation, Perl, HTML, Bartonella henselae  
 
Supervisors 

Siv G.E. Andersson 
Uppsala universitet 

 
Examiner 

Rolf Bernander 
Uppsala universitet 

 
Project name 

 
Sponsors 

 
Language 

English 
 

Security 
 

 

ISSN 1401-2138 
 

Classification 
 

Supplementary bibliographical information   Pages 
34 

 

Biology Education Centre      Biomedical Center       Husargatan 3 Uppsala 
Box 592 S-75124 Uppsala                 Tel +46 (0)18 4710000      Fax +46 (0)18 555217 



Development of a visualisation tool for metabolic pathways: 
comparisons of genomes and/or gene expression data 

 
 

Hillevi Lindroos 
 
 
 

Sammanfattning 
 
En gen bestämmer aminosyresekvensen för ett protein. Proteinerna tillverkar eller importerar 
de övriga beståndsdelarna i en cell. En stor del av proteinerna är enzymer som katalyserar 
biokemiska reaktioner. Reaktioner utförs ofta i flera delsteg som katalyseras av olika 
enzymer. Ofta finns det flera sätt att tillverka ett visst ämne. Reaktionsvägarna kan ritas som 
nätverk av enzymer och kemiska ämnen, s.k. reaktionskartor.  
 
Genom att jämföra vilka enzymer som finns i olika organismer kan man se hur organismerna 
använder olika näringsämnen och vilken miljö de är anpassade till.  
 
Alla gener används inte samtidigt i en cell. Vilka gener som uttrycks beror på omgivningen. 
Med hjälp av microarrayer eller ”gen-chip” kan man mäta hur mycket en viss gen uttrycks 
under olika förhållanden. Microarray-experiment genererar stora mängder data som kan vara 
svårt att analysera.  
 
Målet med detta examensarbete var att utveckla ett program för att jämföra reaktionsvägar i 
olika organismer, och för att visualisera hur mycket generna som kodar för enzymerna 
uttrycks, genom att färglägga enzymer i reaktionskartor. Programmet skrevs i 
programmeringsspråket Perl och används från en web-browser. Det användes för att 
visualisera resultaten av ett microarray-experiment med bakterien Bartonella henselae. 
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1. INTRODUCTION 
The genomes of more than 70 organisms, including several pathogenic bacteria, have now 
been sequenced and made publicly available (KEGG, 2002). However, the functions of many 
of the sequenced genes are still unknown. The expression level of a gene in different 
conditions can provide a clue to its function. Expression levels of thousands of genes can be 
measured simultaneously with microarrays, producing vast amounts of data.  
 
The aim of the project was to develop a tool for visualisation of microarray data for enzymes 
in metabolic pathways, and for comparison of pathways in different organisms, by colour-
coding enzymes according to their expression level or presence in an organism’s genome. The 
developed program was used for analysing microarray data from a heat shock experiment 
with Bartonella henselae. The program was written in Perl, HTML and Javascript, and is 
accessed via a web browser.  

2. BACKGROUND 

2.1 Functional and comparative genomics of microbial pathogens 
The genomes of more than 40 bacteria have now been sequenced, including a dozen 
pathogenic bacteria. The genome sequences can help to identify genes responsible for 
infection and virulence and to find targets for drug development.  

2.1.1 Functional genomics 
Functional genomics is concerned with determining the functions of the vast amount of genes 
discovered in the rapidly growing number of sequenced genomes. After a genome has been 
sequenced, the genes have to be identified. The genome sequence is first searched for open 
reading frames (ORFS) – stretches of DNA which start with a translational start codon and 
end with a stop codon, and which hence may encode proteins. 
 
Gene functions are often inferred from sequence similarity to genes with known functions. 
However, genes with similar sequences may code for proteins with different functions, as 
only a few amino acids in the active site of an enzyme need to be changed in order to change 
its substrate specificity (Moxon et al., 2002). Even genes with identical sequences (or a single 
gene) may encode proteins with different functions, due to post-transcriptional modifications 
producing different isoforms of the protein. Conversely, genes with non-homologous 
sequences can encode proteins with the same function (Noordewier and Warren, 2001). 
Sequence identity between genes that carry out the same function in different species can be 
as low as 18%. Furthermore, about 40% of the genes in each newly sequenced genome do 
currently not have any homologues (Moxon et al., 2002). Some of these may be species-
specific. 
 
The expression profile of a gene, i.e. its expression level over a range of different conditions, 
can provide additional clues to its function. Since natural selection will fine-tune gene 
expression so that genes are expressed only in the specific cells and under the circumstances 
when they contribute to the fitness of the organism, there is a correlation between expression 
profile and function (Brown and Botstein, 1999). Furthermore it can be assumed that the 
transcription of genes involved in the same cellular process is co-regulated. This is the 
rationale for using inductive learning methods such as clustering for predicting gene function 
from expression data (Hvidsten et al., 2001).  
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Unsupervised learning methods cluster genes based on the similarity of their expression 
profiles without use of any existing biological knowledge. The results are thus not biased by 
forehand assumptions, but are also difficult to validate. Provided that the function of at least 
one of the genes in a cluster is already known, the other genes in the same cluster may be 
assumed to participate in the same process. Supervised learning methods instead start from a 
set of expression profiles for genes with known functions, and learn to assign new expression 
profiles to one of the original classes. In contrast to the clusters produced by unsupervised 
learning, the quality of the predictions can be tested on another set of known genes, which 
were not used for learning (Hvidsten et al., 2001).  
 
However, the use of inductive learning methods for functional classification has been 
questioned, as the extent to which expression patterns for genes in functional groups are 
correlated has been shown to vary considerably, depending both on the level of functional 
annotation and on the type of experiment (Gerstein and Jansen, 2000).  
 
One problem with functional classification is that the concept of function is not properly 
defined but can mean either the biochemical mechanism of an enzyme or other protein, the 
cellular pathway or process it is involved in, or sometimes the phenotype of an organism with 
a defect version of the protein. A protein’s function can also be affected by other factors such 
as intracellular localisation and interactions with other molecules (Greenbaum et al., 2001). 
Another problem is that many proteins have several functions, which may not always be 
related. Furthermore, the nomenclature of protein functions is currently unsystematic and 
inconsistent (Gerstein and Jansen, 2000). Obviously, expression data cannot reveal the exact 
biochemical function of a gene product, the lowest level of annotation, but only imply which 
process it is associated with. Hence, laboratory work is still needed to confirm and detail the 
assigned functions.  
 
For pathogens, the genes of special interest are those that are specifically turned on during 
infection, the products of which can be suspected to be virulence determinants or be involved 
in adaptation to the host environment (Debouck and Goodfellow, 1999). However, it is 
difficult to measure pathogen gene expression in vivo, since the number of pathogenic 
organisms in infected tissue is often low and it is hard to separate pathogen RNA from host 
RNA. Therefore the conditions of infection are most often modelled in vitro by modifications 
of the growth medium and environment. Another difficulty is to distinguish between primary 
and secondary effects of the treatment (Schoolnik, 2002). 
 
Gene expression data can also be used to study metabolic and signalling pathways. The 
structure and dynamics of metabolic pathways in pathogens can suggest targets for new drugs 
aimed at inactivating some vital process of the pathogen. Expression data can also reveal 
previously unknown participants in a pathway, which are not detected in mutant studies 
unless they are of vital importance for the process. However, up- or down-regulation of a gene 
in response to perturbation of a certain pathway can be an indirect effect and need not imply 
that the gene is involved in that pathway (Khodursky et al., 2000). There are also hopes of 
being able to determine the structure of regulatory gene networks from expression data, but so 
far efforts have shown this to be a difficult problem, due to the large number of possible 
networks that can be constructed even from a small number of components (D’haeseleer et 
al., 2000). 
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2.1.2 Comparative genomics 
Comparing the genomes of related bacteria that cause different patterns of disease, or of 
pathogenic and non-pathogenic strains of the same species, provides information about which 
genes are necessary for infection and pathogenesis.  
 
The metabolic capacities of different organisms reflect their ecological niches and modes of 
living. For example, intracellular bacteria tend to have very small genomes and few genes for 
biosynthesis compared to free-living bacteria, since the nutrient-rich environment of the host 
cell cytoplasm reduces the selective pressure to keep genes for biosynthesis of molecules that 
can instead be taken from the host. Genes that are no longer needed are lost through 
accumulation of mutations that inactivate, deteriorate and finally delete the genes. New genes 
can be acquired by horizontal gene transfer from other organisms, but since intracellular 
parasites are rather isolated this occurs less frequently than in free-living bacteria (Andersson 
and Andersson, 1999; Tamas et al., 2001). Obligate intracellular bacteria, which spend their 
whole lifetime in the host cell and are dependent on it for survival, have retained a smaller 
fraction of bioenergetic enzymes than have facultative intracellular bacteria, which are able to 
live outside their hosts. Likewise, intracellular parasites tend to have fewer genes for 
biosynthesis and more genes for transport of metabolites from the host cell’s cytoplasm, as 
compared to intracellular symbionts that are beneficial for their hosts by producing amino 
acids or other metabolic molecules for the host (Zomorodipour and Andersson, 1999). 
 
Comparisons of bacterial genomes and gene sequences also enable determination of 
evolutionary relationships. At the department of Molecular Evolution at Uppsala University, 
where this project was carried out, the evolution of parasitic and symbiotic bacteria and of the 
relationships between the bacteria and their hosts is studied. Evolutionary relationships are 
inferred from sequence similarities between genes from different organisms and portrayed as 
phylogenetic trees (Sicheritz-Pontén and Andersson, 2001). The genomes of four species of 
intracellular alpha-proteobacteria have been sequenced at the department: Rickettsia 
prowazekii, Brucella abortus, Bartonella quintana and Bartonella henselae. Phylogenetic 
reconstructions based on the genome sequences of mitochondria and bacteria have shown that 
Bartonella and Rickettsia share a common ancestor with mitochondria (Kurland and 
Andersson, 2000). 

2.2 The model organism Bartonella henselae 
The genus Bartonella currently contains 16 species, all of which are facultative intracellular 
parasites. They are gram-negative and rod-shaped. The number of species has increased in 
recent years, as phylogenetic studies and novel methods for detection have showed Bartonella 
to be much more widespread and diverse than previously thought. Each species of Bartonella 
seems to be adapted to a specific mammalian host, in which it causes asymptomatic long-
lasting intraerythrocytic bacteremia. It is transmitted to, and between, the mammalian hosts by 
means of arthropod ectoparasites such as lice and fleas. Incidental infection of non-reservoir 
hosts causes a wide variety of symptoms but does not involve erythrocyte infection (Dehio 
and Sander, 1999). Two Bartonella species, B. quintana and B. bacilliformis, have humans as 
their reservoir hosts (Schülein et al., 2001).  
 
Cats are the natural host for Bartonella henselae, and it is transmitted by the cat flea Xenopilla 
cheopis (Gasquet et al., 1998). Incidental infection of humans, through a cat scratch or bite, or 
possibly through a bite of the cat flea, can give rise to a number of clinical symptoms 
including cast scratch disease, bacillary angiomatosis, bacillary peliosis and endocarditis. The 
most common of these is cat scratch disease, which is an infection of the endothelial cells 
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manifesting as a localized lymphadenopathy (swollen lymph nodes), sometimes combined 
with fever and skin lesions. Bacillary angiomatosis and bacillary pelosis are more severe and 
are most often observed in immunodeficient patients, for example AIDS patients. They are 
characterised by vasoprofilerative skin lesions where the pathogen stimulates angiogenesis 
(Gasquet et al., 1998; Andersson and Dehio, 2000). Bartonella henselae has also been 
indicated as the cause of sudden cardiac death among young Swedish elite orienteers (McGill 
et at, 2001; Wesslen et al., 2001). 
 
The 1.9 Mb genome of Bartonella henselae has been sequenced at the Department of 
Molecular Evolution, Uppsala University, where this project was carried out. At the time of 
this project, the genome was in the final stage of assembly and annotation. The genome 
contains approximately 1700 genes. Of these approximately 500 are hypothetical or of 
unknown function. 230 genes are unique for Bartonella henselae, and 97 are Bartonella-
specific (Carolin Frank, Department of Molecular Evolution, Uppsala University, personal 
communication).  
 
The B. henselae genome contains approximately 100 phage genes, which are spread over the 
genome (Carolin Frank). The phage is also present in Bartonella bacilliformis, but the closely 
related species B. quintana contains only a few of the phage genes. The phage forms 
isocahedral particles but appears to be defect and non-infective; the particles contain a 
heterogenous mixture of bacterial host DNA (Andersson et al., 1994; Barbian and Minnick, 
2000). 
  
One of the key events in the bacterium’s transition from the flea to the mammalian host is a 
raise in temperature. This heat shock induces a stress response in the bacterium. The heat 
shock response is well conserved among most organisms and involves up-regulation of 
synthesis of so-called heat shock proteins (HSPs), many of which are molecular chaperones 
that assist in protein folding, or proteinases that degrade denatured or aggregated proteins in 
order to reuse their amino acids.  
 
Heat shock also often induces expression of virulence genes in pathogens, as the temperature 
shift signals that the bacterium has entered a host. Studies of phages lambda and Mu in 
Escherichia coli have indicated that phage genes are induced by heat shock, and that heat 
shock proteins are necessary for phage production (Waghorne and Fuerst, 1985; Pato et al., 
1987; Wiberg et al., 1988). It is hypothesised that the heat shock signals an emergency for the 
phage, which therefore attempts to escape from its host. 
 
The heat shock response is part of a general stress response and many of the heat shock genes 
are also upregulated by osmotic and oxidative stress and by cold shock, since these stresses 
activate the same sigma factor. Heat shock proteins are also expressed at moderate levels 
under normal conditions (Haake et al., 1997; Ramos et al., 2001). 

2.3 Microarray technology 
Microarrays are a tool for measuring the expression levels of a large number of genes 
simultaneously. Expression levels are given as ratios of mRNA-concentrations of treated 
sample relative to a control sample. For example, diseased tissue can be compared to healthy 
tissue or cells subjected to different treatments can be compared to cells grown under normal 
conditions.  
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2.3.1 Microarray technology 
There are a number of different designs for microarrays, but the most widely used is the two-
colour cDNA microarray, where DNA from thousands of genes is spotted on a small glass 
slide in a regular pattern. The spotted DNA probes are PCR products of the size 0.6-2.4 kb. 
The PCR products are generated by amplifying genomic DNA with gene-specific primers, 
chosen so that overlaps in homology between probes for different genes are minimised. DNA 
is spotted to the slide by a robot, which deposits a few nanolitres of DNA in solution to form a 
spot of size 100-150 µm in diameter. The slide has been pre-treated with poly-lysin, which 
binds to DNA. After drying, the deposited DNA is immobilised by UV-irradiation and 
denatured so that a portion of the bound DNA is in single-stranded form. The poly-lysin is de-
activated to prevent target DNA from binding unspecifically to the slide (Duggan et al., 
1999). 
 
RNA from the treated and control samples is purified, and reverse transcribed to cDNA with 
fluorescent-labelled nucleotides, one label each for the treatment and control samples. Either 
total RNA is reverse transcribed with random primers, or mRNAs are selected by using 
primers complementary to their poly(A)-tails. The most common fluorophores are Cy3 and 
Cy5, which emit light in the green and red spectrum, respectively, linked to dCTP or dUTP. 
The labelled cDNA from both samples is then mixed and hybridised to the array (Wildsmith 
and Elcock, 2001). 
 
After unbound target cDNA has been washed away, the array is scanned with a laser at the 
emission frequencies of the two fluorophores, generating one red and one green image. When 
the images are overlaid, spots hybridised with equal amounts of treatment and control cDNA 
will be yellow, and spots for genes that are differentially expressed will show different shades 
of red or green. The main points of the method are illustrated in figure 1. 

 
Fig. 1: RNA from two samples (treatment and control) is reverse transcribed to cDNA and labelled with red 
versus green colour, before hybridisation to the microarray slide. (Taken from 
http://www.ebi.ac.uk/microarray/biology_intro.htm) 
 
Through image analysis, the spots are identified and the red and green intensities in the spots 
and the surrounding background are measured. Different image analysis programs use 
different approaches to determine spot size, shape, intensity and background, giving different 
results (Wildsmith and Elcock, 2001). Due to differences in spot size and in hybridisation 



 7 

properties between different nucleotide sequences, the measured fluorescent intensity cannot 
be translated to an absolute level of mRNA. Hence, comparisons can only be made within 
genes across different samples/conditions and not between different genes from the same 
sample (Kerr and Churchill, 2001). The expression level for each gene is therefore determined 
as the ratio of the red and green intensities of the corresponding spot. 
 
Another design for microarrays uses short oligonucleotides (about 5-50 nucleotides) rather 
than a single long stretch of DNA for each gene. One approach, used by Affymetrix, is to use 
pairs of one perfectly matching oligonucleotide and one oligonucleotide with a single 
mismatch, and compute the amount of mRNA for a gene by comparing the signal from the 
matching and mismatching probes (Tusher et al., 2001).  
 
It is also common to use radioactive instead of fluorescent nucleotides for labelling, but this 
method only allows hybridisation of one sample at a time to a slide and makes comparison 
between samples harder, since differences between samples becomes confounded with 
variations between spots on different slides (Kerr and Churchill, 2001).  

2.3.2 Sources of error 
As simple as the general idea of the microarray is, as complex is the analysis of the results. 
What is sought is a measure of the difference in expression between a gene in two samples, 
i.e. the ratio between the amounts of gene-specific mRNA in the control and treated samples – 
often called a “fold difference”. However, there are many potential sources of errors at every 
stage in the experiment, which make the measurements uncertain and which need to be taken 
into account in order to obtain a significant result. During fabrication of the arrays, some of 
the factors that affect the quality of the future results include the purity and the “uniqueness” 
of the PCR products that are spotted, possible differences in the print-tips that deposit the 
PCR products on the slide and imperfections in the glass slide itself. The preparation of 
mRNA samples is another source of errors or variations, as is the labelling step. The different 
dyes might be incorporated with different efficiency, and they also have different half-lives. If 
the sample RNA has to be amplified with PCR using random primers, this adds to the 
variation in amounts of different RNAs and the uncertainty of the original levels. Finally, the 
hybridisation step between probe and target is sensitive to slight variations in temperature, 
humidity and other factors, which may differ even within the microenvironment of a single 
chip (Herzel et al., 2001). 

2.3.3 Image analysis 
The first step in analysing microarray data is processing of the images produced by the laser 
scanner to decide the fluorescence intensity for each spot. This is a crucial step that has not 
received as much attention as have other aspects of microarray data analysis. First, the spots 
have to be defined, which is often done by aligning the image with a grid representing the 
array layout. Determining the limits of a spot is far from trivial, as they can show considerable 
variation in size and shape. Once the spot has been located and its boundaries decided, the 
problem of determining its intensity for the “red” and “green” channels arises (Brown et al., 
2001). There are several commercially available image-processing programs for microarrays, 
for example ScanAlyze, GenePix and Spot. 
 
A spot of 100 µm diameter typically covers about 200 pixels in the image, and there can be 
huge differences in intensity between the pixels (Brown et al., 2001). A mean value of the 
intensity is usually computed for the red and green channels separately. The mean rather than 
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the median is used since the intensity-levels across a spot cannot be assumed to be uniformly 
distributed (ScanAlyze user manual, 2002). 
 

 
Fig. 2: A close-up view of a section of a microarray (from Dirk Repselbier, Department of Molecular Evolution, 
Uppsala University). 
 
The intensity of a spot is a mixture of the fluorescent signal from hybridised cDNA, 
background due to non-specific binding of the fluorescent target and of fluorescence from 
protein and carbohydrate in the sample, and noise. There are several different approaches for 
estimating the background intensity. One method is to determine a local background for each 
spot by measuring the median intensity of a number of pixels surrounding the spot. The 
median is used for the background intensity since it is less susceptible to noise (ScanAlyze 
user manual). A problem that often arises for weak spots is that the local background is higher 
than the intensity of the spot, leading to nonsensical negative expression values that make 
further analysis difficult (Brown et al., 2001). Another approach for background-correction is 
to estimate a constant, global background, which can be measured from the area outside the 
spots. Brown et al. suggest a method for estimating global background intensities from the 
measured spot intensities themselves (assuming that the intensity of a spot is the sum of “true” 
intensity, background and normal-distributed noise, and that most genes are unaffected by the 
treatment and thus should have the ratio 1). With global background correction, the number of 
spots with negative expression is usually lower. However, it may not be justified to assume a 
constant background. The signal and background intensities may also not be additive (Brown 
et al., 2001). 
 
Spots that are in some way “strange” - highly irregular with clumps of red and green dye, or 
even apparently missing from the array - can be marked with different flags and ignored in the 
further analysis (Brown et al., 2001; ScanAlyze user manual). 

2.3.4 Normalisation 
Image analysis provides a table with spot intensities and backgrounds. To compensate for 
systematic errors, such as different labelling efficiencies of the red and green dyes or different 
amounts of total RNA from the two samples, and to allow comparisons between different 
slides, the intensity data must be normalised. There are several methods for normalisation, 
which are useful in different circumstances (Wildsmith and Elcock, 2001). A first step in 
normalisation is performed during scanning, when the power of the laser is adjusted so that 
the intensities of the red and green channels fall in the same range. 
 
First, all intensities must be corrected for background, which is usually done by simply 
subtracting the (local or global) background intensity from each measurement. If the array 
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contains negative controls (i.e. spots containing water or DNA from another organism that 
should not hybridise to the sample) the intensities of those spots give another estimate of the 
background intensity (Yang et al., 2002). 
 
If it can be assumed that the total amounts of mRNA from the samples should be the same, 
and that the genes that are up- and downregulated balance out, so that the amount of RNA 
hybridised to the array should be same for the two samples, then the ratio of the total (or 
average) intensities of the channels can be used to re-scale the intensities for one channel. 
This method is often useful for whole-genome arrays where only a small portion of the genes 
are expected to be affected in the experiment, whereas for smaller arrays, containing only 
genes known to be of interest for the experiment, the assumption of equal RNA levels in the 
control and treated samples might be invalid (Yang et al., 2002).  
 
An alternative to total-RNA normalisation is to include positive controls in the array, i.e. 
genes not related to those in the experimental organism. The positive controls are spotted on 
the array and added in equal amounts to the control and treatment samples, and should thus 
give have equal intensities in the red and green channels. Some researchers use so-called 
housekeeping genes, which are assumed to be expressed at constant levels in all conditions, 
instead of foreign DNA. However, the existence of true housekeeping genes with constant 
expression is questioned, and housekeeping genes might also not be representative since they 
are often highly transcribed (Wildsmith and Elcock, 2001). 
 
These simple normalisation techniques correct for linear differences in amounts of mRNA 
and in intensities of the dyes. However, it has been shown that the “dye bias”, the difference 
between the red and green intensities, is often dependent on the total intensity of the spot. The 
reason for this intensity-dependent dye bias not clear, but it suggests that the relationship 
between the amount of label and the measured fluorescent intensity is different for the two 
dyes. The intensity-dependence of the dye bias can be seen in plots of the logarithm of the 
ratio (M = log2R/G) vs. spot intensity (A = log2 RG ), where R and G denote the intensities 
of the red and green channels, respectively. Taking the logarithm of the ratio rather than the 
ratio itself has the effect of spreading the low values, so that the absolute value for a certain 
fold induction or repression are the same (for example, if a gene is up- or downregulated with 
the factor 2, the R/G ratios are 2 respective 0.5, while the log2R/G values are +1 and -1). The 
relationship between M and A is often non-linear, and therefore curve-fitting algorithms such 
as lowess are used to correct for the intensity-dependent dye-bias (Yang et al., 2002). An 
example of an M vs. A plot, showing intensity-dependent dye-bias, is shown in figure 3. 
 
As a further complication, it has been noted that the dependency of M on A is sometimes 
different for spots printed by different print-tips. Thus, some authors argue that data should be 
separated into print-tip groups before normalisation. Figure 4 shows print-tip specific lowess 
curves in an M vs. A plot, where some of the print-tips seem to have a different dye-bias than 
the others (Yang et al., 2002).  
 
After print-tip normalisation, ratios for every print-tip group will have the same mean, but the 
spread can be different resulting in a disproportionately large number of extreme values for 
some print-groups. The spread of different print-tip groups can also be normalised (Yang et 
al., 2002).  
 
However, normalisation methods themselves introduce artefacts in the data and should be 
used with care.  
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Fig. 3: Example of an M vs. A plot, showing the dependency of the expression ratio (M = log2R/G) on the total 

spot intensity (A = log2 RG ) (from Dudoit et al., 2000).  
 
 

 
 
Fig. 4: Example of an M vs. A plot with lowess curves for the different print tips, before (A) and after (B) print 
tip normalisation (from Yang et al., 2002).  

2.3.5 Determining significant fold differences 
A simple and common means of finding genes that are differentially expressed in the two 
samples is simply to take a cut-off value and call all genes with a fold induction/repression 
greater than two (|R/G| > 2 or |log2R/G| > 0.3) differentially expressed, while considering 
smaller fold differences indistinguishable from noise. This method is very crude and will 
unavoidably disregard genes that have a statistically significant expression ratio of less than 
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two, while accepting others that have higher ratios even if they are not statistically significant 
(Quackenbush, 2001). 
 
Often, each gene is represented by several spots on the array, resulting in replicated 
measurements. This makes the measurements more precise and also allows estimation of the 
level of error, and hence of the significance of the results. However, computing gene-specific 
confidence levels makes the simultaneous analysis of thousands of genes difficult (Sabatti et 
al., 2002).  

2.3.6 Relationship between protein and mRNA levels 
What microarrays measure is not protein but mRNA concentrations and how these correlate is 
a matter of debate. One study showed a very poor correlation between the number of proteins 
and the number of corresponding mRNA molecules in yeast cells (Gygi et al., 1999). mRNA 
levels were measured by SAGE (serial analysis of gene expression, another method for 
measuring mRNA levels based on sequencing of gene-specific tags; Yamamoto et al., 2001), 
and protein levels were measured by scintillation counting of radioactively labelled proteins 
on 2D-gels, which separate proteins in two dimensions based on their size and charge. For the 
106 genes studied, protein abundance ranged between 2,200 and 863,000 copies/cell while 
mRNA levels were between 0.7 to 473 copies/cell. There was a general trend towards 
increased protein levels with increased mRNA levels, and for the whole data set, the Pearson 
product moment correlation was 0.935, which would imply a very high correlation. However, 
this value was highly biased by a few genes with very high protein and mRNA levels. For the 
73 genes (69%) with fewer than 10 mRNA molecules/cell, the Pearson product moment 
correlation coefficient was only 0.356. Genes with similar mRNA levels were found to have 
protein levels differing by as much as 30-fold, and, conversely, genes with comparable 
protein levels had mRNA levels that varied up to 20-fold. The authors conclude that 
“transcript levels provide little predictive value with respect to the extent of protein 
expression” (Gygi et al., 1999).  
 
However, in another study comparing protein and mRNA levels in yeast it was found that the 
correlation between mRNA and protein levels was quite good, “considering the wide range of 
mRNA and protein abundance and the undoubted presence of other mechanisms affecting 
protein abundance” (Futcher et al., 1999). Instead of calculating the Pearson product moment 
correlation coefficient (rp), which they claim is inappropriate since it is a parametric statistic 
that requires the variables to be normally distributed, Futcher et al. calculates a Spearman 
rank correlation coefficient (rs) which is non-parametric. For their data set rs is 0.74, while for 
the data of Gygi et al. it is 0.59. They transformed their data to normally distributed forms by 
taking the logarithms of both protein and mRNA levels, and calculated rp for the transformed 
data to 0.76. In contrast to the results of Gygi et al., there was no significant difference in the 
correlation coefficients between the lowest and highest abundant proteins. Comparing their 
data to that of Gygi et al., Futcher et al. speculate that they may have underestimated the 
levels of the highest-abundant proteins while Gygi et al. may have underestimated the levels 
of the lowest-abundant ones, due to different measurement techniques. They also suggest that 
their good correlation between protein and mRNA even for low-abundant genes may be due 
to their use of microarrays, which are sensitive also for low transcript levels, in addition to 
SAGE. However there still remains a large variation in protein abundance unaccounted for by 
mRNA levels; Futcher et al. estimate that of the 200-fold variation in protein abundance, 
about 20-fold is explained by variation in abundance of mRNA and 10-fold is unexplained. 
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A third study, using microarrays to study the effects of 20 different perturbations in yeast 
found a correlation of 0.61 between protein abundance ratios and mRNA expression ratios 
(Ideker et al., 2001). This study also reported some genes whose mRNA-levels didn’t change 
significantly although the protein levels did, suggesting that they might be regulated post-
transcriptionally. Conversely, some genes increased in mRNA but not in protein levels.  
 
Post-transcriptional mechanisms for regulation of protein expression involve control of the 
rate of protein translation and the rates of degradation of mRNA and protein. Furthermore, 
many proteins must be activated by interactions with other molecules or by migration to a 
certain subcellular compartment. The activity or subcellular location of a protein is not seen in 
either microarrays or 2D-gels.  
 
Hence, mRNA levels measured by microarrays do not truly mirror protein levels, but there is 
a correlation between gene expression and protein expression and also between gene 
expression and the state or type of the cell (DeRisi et al., 1997). Gene expression can 
currently be measured with more ease and precision than protein concentrations. 

2.4 KEGG metabolic pathways 
KEGG, the Kyoto Encyclopedia of Genes and Genomes (http://www.genome.ad.jp/kegg/), is 
a web-based tool for analysing molecular interactions from genome sequences. It consists of 
three linked databases; PATHWAY that contains pathway diagrams, GENES that contain 
gene sequences of all organisms that have been sequenced along with functional information 
about the genes, and LIGAND with information about enzymes, chemical compounds and 
metabolites and reactions (Kanehisa and Goto, 2000). 

2.4.1 Metabolic pathways 
The pathway maps are of two kinds: metabolic pathways, for biosynthetis and degradation of 
metabolites and building blocks, and a few regulatory pathways for processes such as 
regulation of transcription and translation, cell cycle, signalling and so on. The metabolic 
pathways are well conserved among most organisms, and it has therefore been possible to 
construct a set of reference pathway maps. The regulatory pathways are less explored and 
seem to be more divergent in different organisms (Kanehisa and Goto, 2000). 
 
There are approximately 100 reference metabolic pathway maps in KEGG, each showing a 
process such as glycolysis or peptideglycan biosynthesis. The metabolic pathway maps have 
been manually drawn from compilations of the Japanese Biochemical Society and the wall 
chart of Boehringer Mannheim (Bono et al., 1998a). Enzymes are represented by rectangles, 
marked with EC numbers (see below), and metabolites and intermediates are represented by 
circles. The pathway maps are linked to each other in a network through the compounds that 
are present in several pathways.  
 
Organism-specific pathway maps are generated from the reference maps by colouring the 
enzymes that are present in the organism’s genome. KEGG contains coloured pathway maps 
for each sequenced organism. Figure 5 shows the reference pathway for lysine biosynthesis, 
and the organism-specific pathway where the enzymes present in Escherichia coli are 
coloured. 
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Fig. 5: KEGG’s reference pathway for lysine biosynthesis, and the organism-specific pathway for Escherichia 
coli. Rectangles represent enzymes and are labeled with EC numbers, while circles represent chemical 
compounds. 
 
The key linking the enzymes in the pathway maps to the genes is the EC (Enzyme 
Commission) number. EC numbers are a systematic classification scheme for enzymes, 
maintained by the Nomenclature Committee of the International Union of Biochemistry and 
Molecular Biology (NC-IUBMB). The EC system divides enzymes are into a hierarchy of 
functional groups, each represented by a number, giving each enzyme an EC number 
consisting of four numbers separated by points. The first number represents the highest-level 
classification and the following provide more detail about the type of reaction catalysed by 
the enzyme. Table 1 shows an overview of the EC classification scheme, and an example 
showing all four levels of classification. 
 
Table 1: The EC classification system, with an example showing all four levels of classification. 

1. Oxidoreductases 
  1.2  Acting on the aldehyde or oxo group of donors 
    1.2.3  With oxygen as acceptor 
      1.2.3.4  Oxalate oxidase 
2. Transferases 
3. Hydrolases 
4. Lyases 
5. Isomerases 
6. Ligases 

 
KEGG is currently in the process of introducing “ortholog identifiers” instead of EC numbers 
as keys between genes and pathways, partly because these can also be used for the regulatory 
pathways and partly to enable distinction between several genes that share the same EC 
number (e.g. subunits of an enzyme or enzymes with different subcellular locations). 
Orthologs are genes that have a common ancestor and perform the same function in different 
organisms (Bono et al., 1998b). They have similar sequences and are often found at 
corresponding positions in the genomes, clustered with other genes involved in the same 
function (Kanehisa and Goto, 2000).  
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2.4.2 Pathway maps as an aid in annotation 
The functions of unknown genes are often assigned on the basis of sequence similarity to 
genes with known functions. There is thus a risk that an erroneous classification spreads to 
many genes, since the functional assignments based on sequence similarity are in turn used 
for function assignments of other genes. The metabolic pathways can be used to check the 
validity of functional assignments for enzymes (which constitute about 20% of the genes in 
bacterial genomes; Bono et al., 1998a) by seeing if a pathway is complete. If an enzyme is 
seemingly missing from an organism, it might either be present in the genome but wrongly 
classified (either as having another or unknown function, or the gene might not have been 
recognised as a gene in the genome sequence), or the enzyme is actually missing in the 
organism, in which case the pathway might have a different, unknown design in that organism 
or simply be non-functioning (Ogata et al., 1996). 

2.4.3 KEGG EXPRESSION 
KEGG has created a database called EXPRESSION for storing microarray data, along with 
Java Applet tools for linking expression data to pathway and genome maps (Nakao et al., 
1999). The database contains information both about the experiment and about each spot. 
Pathway and genome maps can be colour-coded according to the expression levels of the 
enzymes, enabling visualisation of whether functionally coupled enzymes are also co-
regulated and whether co-regulated genes are physically coupled on the chromosome. Figure 
6 shows the start page for KEGG EXPRESSION, with a list of the available experiments. 
 

 
Fig. 6: The KEGG EXPRESSION start page, showing the available experiments (accessed on 2002-02-21). 
 
Figure 7 shows an example of a genome map and a pathway map in KEGG EXPRESSION 
coloured according to gene expression.  
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Fig. 7: Genome map and pathway map (pentose phosphate pathway) in KEGG EXPRESSION, coloured 
according to gene expression levels in Saccharomyces cerevisiae 15 hours after diauxic shift. 
 
KEGG EXPRESSION also contains a tool for clustering expression patterns and relating the 
clusters to the pathway and genome maps. However, these tools can be used only on the few 
experiments found in the EXPRESSION database and it is not possible to either submit 
experiments to the database or to download the tools. All the tools are not even available for 
every experiment in KEGG EXPRESSION. 

2.4.4 Future challenges 
Since KEGG allows visualisation of a pathway for only one organism at a time, a tool for 
comparing the pathways for several organisms simultaneously was wanted. It was also desired 
to enable visualisation of microarray data generated at the department, and to compare several 
microarray experiments (for example, time points in a time series) in one picture. 

3. THE PROJECT  
The aim of the project was to develop a tool for visualisation of genome and/or microarray 
data for metabolic pathways. The tool was then used for analysing microarray data from a 
heat shock experiment with Bartonella henselae. 

3.1 Development of the visualisation tool 

3.1.1 Software 
World Wide Web (WWW) browsers display documents written in the Hypertext Markup 
Language (HTML). HTML documents are static, but can contain forms that allow the user to 
enter data. The information entered by the user is sent to a server, which starts a CGI 
(Common Gateway Interface) program to process the information and decide the output to be 
sent from the server back to the user’s web browser. CGI is a protocol for sending data 
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between browsers and servers, which enables interactive, dynamic web pages with contents 
chosen by the user. Figure 8 illustrates the interactions between a web browser, a server and a 
CGI program (Schwartz et al., 1997). 
 

 
Fig. 8: Form interaction with CGI (from Schwartz, 1997). 
 
Perl (short for Practical Extraction and Report Language) is a programming language (similar 
to C) that is freely available. It is particularly useful for creating CGI programs (Schwartz et 
al., 1997). 
 
XHTML (Extensible Hypertext Markup Language) is a stricter and more well structured 
implementation of the HTML standard. However, old browsers do not always support all 
features of XHTML (http://www.w3schools.com). 

3.1.2 Data acquisition and organisation 
The metabolic pathway maps were copied from KEGG. To get a list of the enzymes (EC 
numbers) present in each pathway, and their coordinates (i.e. the x and y coordinates for the 
upper left and lower right corner for each enzyme rectangle), a Perl program was written to 
extract the EC numbers and corresponding coordinates from the source code for the clickable 
image map in KEGG. In some instances the clickable image map on KEGG was incomplete 
so that some coordinates had to be identified manually.  
 
The pathway images were stored as gif-files. The corresponding coordinates were stored as 
tab-delimited text files with one EC number and four coordinates (defining one rectangle) on 
each line. 
 
The KEGG genome files had been downloaded, and a Perl program was written to extract the 
genes having EC numbers and save them in organism-specific text files with each line 
containing one EC number and the names of all corresponding genes.  
 
Microarray experiment files are stored as text files with each line containing a gene name, EC 
number and expression value. Genes that have several EC numbers are repeated so that each 
line only contains one gene and one EC number. The expression value is assumed to be the 
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logarithm of the ratio (M = log2R/G), but it can just as well be the ratio (R/G), the “fold 
difference” or any other measure. Expression data must also not necessarily stem from 
microarray experiments but could reflect protein rather than mRNA levels. 

3.1.3 The ColourPathway program 
A CGI-script, producing HTML code as output, was written in Perl. The program, called 
ColourPathway, is launched by a web browser. The user can choose up to four different 
microarray experiments, and/or four different organisms, to compare in one pathway at a 
time. Each enzyme rectangle in the pathway is divided horizontally (into columns) into as 
many partitions as the number of chosen experiments/organisms. The left-most column 
corresponds to the first experiment/organism, and so on.  
 
If organisms are compared, each organism is assigned a different colour (green for the first, 
left-most one, red for the next, blue for the third and orange for the fourth). An example, 
showing the puryvate metabolism pathway for Bartonella henselae, Bartonella quintana and 
Rickettsia prowazekii, is shown in figure 9.  
 

 
Fig. 9: Output from the ColourPathway program for organism comparisons. The puryvate metabolism pathway 
is shown for Bartonella henselae, Bartonella quintana and Rickettsia prowazekii. 
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If instead microarray experiments are chosen, each partition will be coloured according to the 
expression-level of the enzyme in the corresponding experiment, with different shades of red 
and green for up- and downregulated genes. Genes whose expression levels are not defined, 
e.g. because they didn’t produce any reliable measurement in the microarray, are coloured 
grey. If both experiments and organisms are chosen, the pathway is coloured according to 
gene expression, and enzymes that are present in the organism’s genome but for which there 
is no microarray data are coloured blue. Specifying an organism for an experiment will also 
direct the hyperlinks from the enzyme rectangle to gene information for this organism. If 
several genes in the array have the same EC number (for example, different subunits of an 
enzyme), the enzyme rectangle is also divided vertically (into rows). 
 
When the mouse is placed over a coloured enzyme rectangle, information about the gene 
name, expression level and other genes with the same EC number is visible in the small 
GeneInfo-window, which opens automatically when the program is run. Figure 10 shows an 
example of the ColourPathway program for microarray experiments. 
 

 
Fig. 10: An example of the ColourPathway program for microarray data, showing the expression levels of 
enzymes in the glycine, serine and threonine metabolism pathway at 15, 30, 60 and 120 minutes after heatshock 
of Bartonella henselae. Each enzyme rectangle is divided into four columns, corresponding to the four chosen 
microarray experiments. In cases when several genes have the same EC number, the enzyme rectangle is also 
divided into horisontal parts, one for each gene (see EC number 6.1.1.14). Upregulated genes are coloured red, 
and downregulated genes are coloured green. Information about the gene name and expression level of an 
enzyme is showed in the GeneInfo window when the mouse is placed over a coloured EC rectangle. 
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The user can adjust the limits of the expression values for the different colours. The default is 
to use yellow for expression values in the range -1 to +1, corresponding to fold differences 
less than two if the data is given as log2R/G. If the expression data is not in logarithmic form, 
the limits have to be adjusted, since the data will be asymmetrically distributed around 1 
rather than symmetrically distributed around 0. 
 
After the user has chosen the pathway and experiments/organisms, the files for the pathway 
image and the coordinates are opened. A new image of the same size as the reference pathway 
is created for colouring the appropriate enzymes. The experiment/organism files are opened 
and the EC numbers are compared to those in the pathway, and the corresponding rectangles 
are coloured. The original pathway map is made transparent and laid on top of the coloured 
image so that the EC numbers are visible through the colour.  
 
An important difference from KEGG EXPRESSION is that several genomes or microarray 
experiments can be compared in the same image, instead of being viewed one at a time. A 
drawback is that while the pathway maps in KEGG are interlinked through hyperlinks, the 
ColourPathway maps are not. But every enzyme rectangle in a ColourPathway map is linked 
to KEGG’s information on that EC number, and also, through double-clicking, to gene-
specific information if the enzyme is present in the selected organism.  
 
Since old browsers do not always support all features of XHTML (the new version of 
HTML), the ColourPathway was written in two versions; one written in XHTML 1.0 and 
using cascading style sheets (CSS), and one written in HTML 4.0 and not using style sheets.  
 
JavaScript was used for creating the GeneInfo window, where information about a gene is 
displayed when the mouse is placed over an enzyme. However, some browsers do not accept 
JavaScript. Therefore a third version of the program, which does not include JavaScript, was 
written. In this version, information about the gene is instead showed in the browser’s status-
bar.  
 
The JavaScript-versions contain a JavaScript function that redirects the user to the appropriate 
version of the program, depending on the browser. 
 
In order to guide the user to the pathways that show most change in expression for a set of 
microarrays, a web-based Perl-script was written that calculates a score for each pathway map 
for a given set of microarray experiments. The score is computed as the sum of the expression 
levels for all EC numbers in the pathway. The expression level for each EC number is defined 
as the average of the absolute values of M (log2R/G) for all genes in the array corresponding 
to that EC number.  
 
Pathway score = )(∑
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iav ECM   (where i runs over all enzymes in the pathway) 
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ECM  (where j runs over all genes in the array that have ECi ) 

 
Each EC number is only counted once for every pathway, even if it occurs at multiple places 
in one pathway. The result is presented as tables with map names and scores, one table for 
each array and one with the sum for the series of arrays. An example is shown in figure 11. 
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Fig. 11: Output from the program that calculates scores for each pathway map and array, to indicate which 
pathways show most change in expression levels in the experiments. The scores are calculated as the sum of the 
absolute values of the expression values for genes in the pathway. The result is presented in tables, one table for 
each array and one table showing the sum of the scores for the whole series. 
 
However, the usefulness of this information has yet to be evaluated. Pathways with many 
enzymes tend to get high scores even if all genes have small M values. But if the score is 
instead divided by the number of EC numbers, pathways that match a single gene in the 
organism/array get high values if that gene is differentially expressed, although such a 
pathway is not really a pathway at all in the organism concerned.  

3.2 Application: Visualising metabolic data for Bartonella henselae  
The developed visualisation tool for metabolic pathways was applied to microarray data from 
a heat shock experiment with Bartonella henselae. 

3.2.1 EC numbers for Bartonella henselae 
The genome of Bartonella henselae had been sequenced at the time when this project was 
carried out, but the annotation was not complete. To assign EC numbers to B. henselae genes 
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in a systematic manner, the gene sequences were compared to the genes in KEGG with the 
sequence alignment program BLAST (Basic Local Alignment Search Tool; Altschul et al., 
1990), which was available locally at the department. BLAST is a similarity search program 
that can be used with either protein or gene sequences. The sequences are pairwise aligned 
and each alignment is assigned a score, an E-value, reflecting the statistical significance of the 
alignment. The KEGG genome files were used to create a database containing the amino acid 
sequences and gene names including EC numbers (when applicable) for all genes in KEGG.  
 
The amino acid sequences for all ORFs in the Bartonella henselae genome were compared to 
the KEGG sequences using the BLAST program blastp. A Perl program was written to extract 
the matches to KEGG-genes having EC numbers and collect the E-value, the lengths of the 
query and subject, the number of identities between the sequences, the length of the alignment 
and the rank of the hit in a table. Another project student, Ulla Ahonen, wrote a Perl program 
that used this information to assign EC numbers to B. henselae-genes with four different 
levels of certainty, based on the number of matches to the same EC number for a gene, the E-
values and the alignment lengths.  
 
From this, four different files with B. henselae EC numbers and gene names or ORF numbers 
were created (one for each degree of certainty). In the most certain category, 394 of 
Bartonella henselae’s genes were assigned EC numbers. The second and third category 
assigned EC numbers to 414 and 486 genes, respectively. The last level of certainty, which 
included all hits to genes with EC-values irrespective of the quality of the alignment, found 
528 genes with EC numbers. The total number of open reading frames in the current 
annotation was 1775, but 338 of these were annotated as not being genes; thus the most 
stringent rule assigned EC numbers to 27% of the genes while the most inclusive rule found 
EC numbers for 33%. According to KEGG, the percentage of enzyme-coding genes is in 
Escherichia coli (having a total of 4405 genes) 26%, in Rickettsia prowazekii (885 genes) 
30%, and in Buchnera (611 genes) 50% (KEGG 2002-02-22). Bacteria have a larger fraction 
of enzyme-coding genes than eukaryotes (Bono et al., 1998a) and, judging from the data on 
KEGG, bacteria with small genomes (such as intracellular parasites) seem to have a larger 
proportion of enzymes than bacteria with larger genomes. 

3.2.2 Analysis of a microarray data for Bartonella henselae 
The only microarray data available for Bartonella henselae was a heat shock experiment 
performed by Dehio et al. at University of Basel, Switzerland. The bacteria had been 
subjected to a temperature shift from 35ºC to 42ºC and RNA retrieved at several time points: 
0, 15, 30, 60, 120 and 240 minutes after the heat-shock. RNA from bacteria growing at 35ºC 
was used as control. The microarrays contained about half of the Bartonella henselae genes. 
The microarray images had been analysed with the software ScanAlyze, resulting in a table of 
the mean and median of the spot and background intensities, and information about spot-size, 
quality and flags. Each ORF/gene that was included in the array was represented by three 
spots. There were also a number of water spots to be used as negative controls.  
 
A Perl program was written to make a crude analysis of the data, for each time point 
separately. The median background intensity was subtracted from the mean intensity of each 
spot. After background-correction, the total intensity from each channel was averaged and the 
ratio between the averages was used for normalisation, by multiplying the intensities in the 
first channel with the ratio. Both the mean and the median intensities from the channels were 
computed, and although they often differed (since the intensities were not symmetrically 
distributed) the ratio of the means was approximately equal to the ratio of the medians. The 
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factor used for normalisation was the ratio of the means. The mean and median values for the 
R and G channels in the six arrays are shown in table 2. Plots of R (heat shock) vs. G (control) 
intensities before and after normalisation are shown in figures 12 (0 min. after heat shock) and 
13 (120 min. after heat shock). It is assumed that the majority of the genes are unaffected by 
the heat shock, and hence should have approximately equal intensities for the two channels. 
The spread of the R/G ratio is higher in the 120 minutes array, which is expected since a 
fraction of the genes are supposed to be differentially expressed after 120 minutes, while no 
change in gene expression is expected after 0 minutes. 
 
Table 2: Mean and median of the background-corrected intensities before normalisation. 
Experiment time Mean R Median R Mean G Median G Mean G/Mean R Median R/ Median G 

0 5774 3894 3912 2597 0.68 0.67 
15 6756 4934 4936 3481 0.73 0.71 
30 5080 3484 5656 4088 1.11 1.18 
60 5166 3546 5281 3826 1.02 1.08 
120 2322 1366 6787 4802 2.8 3.51 
240 7598 5734 6015 4189 0.79 0.73 
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Fig. 12: Intensities for the R (heat shock) vs. G (control) channel for array 1 (0 min. after heat shock), before and 
after dye-bias normalisation. No genes are supposed to be differentially expressed at this time point. 
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Fig. 13: R vs. G for array 5 (120 min. after heat shock), before and after normalisation. The spread of the 
intensities in the R channel is high in this array, and many spots have negative intensities for one or both 
channels. 
 
Plots of the ratio M (log2R/G) vs. total intensity A  (log2 RG ) do not show evidence of any 
notable intensity-dependent dye-bias (figure 14).  
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Fig. 14: The ratio M (log2R/G) vs. spot intensity A (log2 RG ) for the arrays 0 and 120 minutes after heat 
shock. 
  
The R/G ratio was computed for each spot and an average of the three repeats was computed 
for each gene. Spots flagged as “bad” or having negative intensities were excluded.  
 
For spots with very low total intensity, even small differences in intensity between the two 
samples give rise to high ratios (a small absolute difference gives a high relative difference). 
Therefore, spots for which the background-corrected intensity was below a threshold value of 
500 were also discarded. The threshold value was chosen arbitrarily with consideration of the 
scale of the intensities (uncorrected spot intensities usually were between 3,000 and 30,000, 
while background intensities typically varied between 2,500 and 6,000).  
 
Finally, the logarithm of the ratio (M = log2R/G) was computed. For genes for which at least 
two spots were ok, the variance for the ratios of the spots was also computed. The gene name, 
expression level and variance were stored in a tab-delimited text file. A separate Perl program 
was written for extracting the expression levels for genes having EC numbers, to enable 
analysis with the ColourPathway program. A program was also written to order the data for 
each array by expression levels, and to calculate the average expression change for the whole 
time series for each gene.  
 
It is possible, and perhaps preferable, to make the analysis of the microarray data with a 
commercial program such as GeneSpring, and then search the results for genes having EC 
numbers and export these to the ColourPathway program. 
 
Figure 15 shows the expression patterns for the 50 genes with the highest absolute average 
expression level (above 1.0). The gene names and functions, and the average expression ratio, 
are detailed in tables 3 and 4. Of the upregulated genes, several were annotated as heat shock 
proteins. Of the genes annotated as heat shock proteins or heat shock proteins, most were 
induced in this experiment (figure 16) but two showed no clear signs of induction. A greater 
number of genes seemed to be downregulated than upregulated by the heat shock. Several of 
the downregulated genes encode ribosomal proteins, and two are involved in ATP synthesis, 
indicating that the heat shock response involves downregulation of biosynthesis. 
 
It seems to take 30-60 minutes after heat shock before maximal mRNA concentrations for 
heat shock induced genes are reached. After 120-240 minutes, the concentrations of most heat 
shock induced genes decrease. However, a few genes (ORFs 1305, 1373, 1396 and 1397) 
show a different pattern and rise more slowly but do not decrease with time. 
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Fig. 15: Expression profiles for 50 of the most differentially expressed genes (split into two diagrams for 
visibility). 
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Table 3: Genes with average M (over the whole time series) higher than 1.0. 
Orf Average M Gene name Description EC number 
orf_0639 1.91       HypoX  HYPOTHETICAL   
orf_1103 1.69       hypoX  HYPOTHETICAL   
orf_1089 1.65       trxA    THIOREDOXIN  
orf_1150 1.65       hypoX   HYPOTHETICAL HEAT SHOCK PROTEIN    
orf_0029 1.63       hsp      SMALL HEAT SHOCK PROTEIN  
orf_0739 1.62       clpB   CLPB PROTEIN (heat shock protein; chaperone)  
orf_1396 1.50       phageX  HYPOTHETICAL    
orf_1373 1.31       hypoX   HYPOTHETICAL    
orf_1501 1.28       dnaJ   DNAJ PROTEIN (heat shock protein; chaperone)  
orf_1305 1.25       dnaX   DNA POLYMERASE III SUBUNIT TAU  2.7.7.7 
orf_1397 1.22       hypoX    HYPOTHETICAL   
orf_0642 1.11       hypoX    HYPOTHETICAL   
orf_1539 1.10       ponA   PENICILLIN-BINDING PROTEIN 1A (peptidoglycan biosynthesis)  
orf_1503 1.09       aroC    CHORISMATE SYNTHASE 4.6.1.4 
orf_1280 1.04       hslU   HEAT SHOCK PROTEIN HSLU    
orf_1124 1.04       grpE   GRPE PROTEIN (HSP-70 COFACTOR)  

orf_1548 1.01       htrA   
PROBABLE PERIPLASMIC SERINE PROTEASE DO-LIKE 
PRECURSOR (heat shock protein) 3.4.21.- 

orf_0986 1.01       htpX  
PROBABLE PROTEASE HTPX HOMOLOG (heat shock protein, 
integral membrane protein) 3.4.24.- 

 
 
Table 4: Genes with average M (over the whole time series) lower than -1.0. EC numbers marked with (??) are 
only of the 3rd level of certainty, others are from the most certain category. 
Orf Average M Gene name Description EC number 
orf_1163 -2.07      rpsA   30S RIBOSOMAL PROTEIN S1    
orf_1685 -1.88      rplJ     50S RIBOSOMAL PROTEIN L10  
orf_0076 -1.76      Unknown    HYPOTHETICAL  
orf_0943 -1.56      korA   unknown  
orf_1224 -1.38      hypoX   SURFACE PROTEIN  
orf_1484 -1.36      atpB   ATP SYNTHASE B CHAIN  3.6.1.34 
orf_0484 -1.35      PUTATIVE   HYPOTHETICAL BIDING PROTEIN  
orf_0951 -1.32      trwM8   unknown  
orf_0026 -1.32      HypoX  3.6.1.- (??) 
orf_1673 -1.26      tig   TRIGGER FACTOR  (chaperone involved in cell division)  
orf_1287 -1.24      infB   TRANSLATION INITIATION FACTOR IF-2    
orf_0968 -1.23      rplS   50S RIBOSOMAL PROTEIN L19    
orf_1686 -1.23      rplL   50S RIBOSOMAL PROTEIN L7/L12    
orf_0301 -1.21      rpoA   DNA-DIRECTED RNA POLYMERASE ALPHA CHAIN 2.7.7.6 
orf_0954 -1.20      virB5   VIRB5 PROTEIN HOMOLOG    
orf_1708 -1.17      fabZ     (3R)-HYDROXYMYRISTOYL-[ACYL CARRIER PROTEIN] 

DEHYDRATASE 
4.2.1.- 

orf_0169 -1.17      nuoL1   NADH DEHYDROGENASE I CHAIN L 1.6.5.3 
orf_1352 -1.16      hypoX   
orf_0283 -1.16      ppiB   PEPTIDYL-PROLYL CIS-TRANS ISOMERASE B (PPIASE B) 5.2.1.8 
orf_0504 -1.10      ribA   RIBOFLAVIN BIOSYNTHESIS PROTEIN RIBA 3.1.26.5 
orf_1514 -1.10      hypoX     hypothetical  
orf_0309 -1.10      rplR  50S RIBOSOMAL PROTEIN L18   
orf_0485 -1.08      PUTATIVE   HYPOTHETICAL BINDING PROTEIN  
orf_1655 -1.07      pdhC   DIHYDROLIPOAMIDE ACETYLTRANSFERASE (E2) 2.3.1.12 
orf_0912 -1.06      atpE   ATP SYNTHASE EPSILON CHAIN  3.6.1.34 
orf_1329 -1.06      pap31   PAP31    
orf_0446 -1.06      rplY    PROBABLE 50S RIBOSOMAL PROTEIN L25   
orf_1667 -1.03      clpP     ATP-DEPENDENT CLP PROTEASE PROTEOLYTIC SUBUNIT  3.4.21.92 
orf_1450 -1.03      dhaB  BETAINE ALDEHYDE DEHYDROGENASE  1.2.1.- (??) 
orf_0171 -1.02      nuoJ   NADH DEHYDROGENASE I CHAIN J  1.6.5.3 
orf_0336 -1.01      glnQ2     GLUTAMATE/ASPARTATE TRANSPORT ATP-BINDING 

PROTEIN GLTL 
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Expression profiles - heat shock genes
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orf_0029           hsp  SMALL HEAT SHOCK PROTEIN    
orf_1280           hslU  HEAT SHOCK PROTEIN HSLU   
orf_1150           hypoX  HYPOTHETICAL HEAT SHOCK PROTEIN   
orf_1133           dnaK  DNAK PROTEIN (HEAT SHOCK PROTEIN 70) (HSP70)   
orf_1123           hrcA  HEAT-INDUCIBLE TRANSCRIPTION REPRESSOR HRCA   
orf_1124           grpE  GRPE PROTEIN (HSP-70 COFACTOR)   

  
Fig. 16: Expression profiles for genes annotated as heat shock proteins or heat shock induced. 
 
Figure 17 shows the expression profiles of the phage-associated genes that were included in 
the microarray. Several are induced by the heat shock. 
 
Analysis of the Bartonella henselae heat shock data with the ColourPathway program showed 
no significant or consequent changes for most metabolic pathways. The pathway that got the 
highest total score with the map-scoring program was purine biosynthesis. This pathway only 
got a high score because of its high number of genes present in the array (fig. 18).  
 
The pathways for phenylanaline, tyrosine and tryptophan biosynthesis and for the TCA cycle 
also got high scores. Several enzymes in the phenylanaline, tyrosine and tryptophan 
biosynthesis pathway were upregulated (fig. 19). Many of the genes for the TCA cycle 
seemed to be downregulated (fig. 20).  
 
However, these results are uncertain and preliminary, as the experiment was a first try with a 
new technique.  
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Phage associated genes
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orf_0731           PhageX  HYPOTHETICAL    
orf_1362           phageX  Putative antirepressor   
orf_1376           gpU  HYPOTHETICAL PHAGE TAIL PROTEIN   
orf_1377           phageX  HYPOTHETICAL   
orf_1396           phageX  HYPOTHETICAL   
orf_1415           phageX  HYPOTHETICAL   
orf_1416           phageX 

 
Fig. 17: Expression profiles of some phage associated genes. 
 
 

 
Fig. 18: The purine metabolism pathway coloured according to gene expression in Bartonella henselae 15, 30, 
60 and 120 minutes after heat shock (colours according to fig. 10).  
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Fig. 19: The phenylalanine, tyrosine and tryptophan biosynthesis pathway coloured according to gene expression 
in Bartonella henselae 15, 30, 60 and 120 minutes after heat shock (colours according to fig. 10). 
 

 
Fig. 20: The citrate cycle pathway coloured according to gene expression in Bartonella henselae 15, 30, 60 and 
120 minutes after heat shock (colours according to fig. 10). 
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4. DISCUSSION 
The aim of this degree project was to develop a program for visualisation of microarray data 
for metabolic pathways. The resulting program, ColourPathway, can also be used to compare 
the pathways in different organisms. The program is launched from a web-browser and is 
accessible only within the department of Molecular Evolution. 
 
The KEGG gene catalogues are frequently updated and constantly growing, as new organisms 
are sequenced and functional assignments corrected. The pathway maps are also sometimes 
redrawn on KEGG, and need therefore be updated. Another project student at the department, 
Ulla Ahonen, is working on a system for updating information from KEGG for the 
ColourPathway program. 
 
The regulatory pathways were not included in this version of the ColourPathway program, 
mainly because most enzymes in the KEGG regulatory pathway maps are not identified with 
EC numbers but with gene names or orthologous group numbers. Ulla Ahonen is working on 
extending the program to include the regulatory pathways, through adding the regulatory 
enzyme-numbers to the lists of EC numbers. 
 
Another improvement would be to associate the program with tool for clustering expression 
patterns, and allow enzymes to be coloured according to cluster affiliation rather than 
expression level. It would also be valuable to enable uploading of new microarray 
experiments directly from the web page. 
 
The visualisation program was applied to the analysis of a heat shock experiment with 
Bartonella henselae, but could also be used for other organisms. 
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